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Abstract:

The stunning capabilities of modern Al systems give rise to many questions regarding
capable they can possibly get. One way to gain additional insight is via synthetic model
can capture the basic relevant structures of real data. In recent work we have focusec

walks on graphs, hypergraphs, and hierarchical graphical structures. | will present som¢
transformers learn sequences arising from random walks on graphs. The focus will be
temperature-dependent effects, and sample complexity. If there is time, | will also d

strategies on hyperparameter scaling laws, where we see the critical importance of app
learning rate.
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Al Revolution

e We are living through one of the great
scientific and technological revolutions
of humanity

e Within ~5 years, we went from toy chatbots
barely producing coherent text to modern
systems that can

- pass the Turing test,

- exhibit stunning coding and
mathematical reasoning abilities

- generate hyper-realistic images, video,
and audio
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Al performance on a set of Ph.D.-level science questions
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Frontier performance across benchmarks

Accuracy 71 Results (i)
100% .GPT-E (high)
———a GPT-5.4 Pro (xhigh)
«—— °o®
-mini (hi | 1
0% o1-mini (h gh)“ .|
. ‘o—? Claude Opus 4.7 (max).
9 GPT-5.3 Codex |
80% o (high), .J ?
— — ®
70% i ol
o, 1 ._’J
60% Claude 3.7 Spnnet ! ®
[] — GPT-5.5 Pro (high)
. ._‘__--' '] ®
50% . ol-preview I . s
& —— g vl b4
40% ° i o
(GPT-4 (Mar 2023) 'I - e
o, L ] L] * L
30% o GPT-5.2 Pro (web)
o4-mini (high
.GPT-4 (Jun 2023 . ] e )'—I
20%

10%

0%

Apr. 2023 July 2023 Oct. 2023 Jan.2024 Apr. 2024 July 2024 Oct. 2024 Jan.2025 Apr. 2025 July 2025 Oct. 2025 Jan.2026 Apr. 2026

Pirsa: 26050047

.G PT-4 (Jun 2023)

gt

[ ] »—

o—1 *

Claude 3.5 Sonnet (Jun 20241-)..‘_¢—¢J
e

c———

Release date

Wl

Benchmark

B GPQA Diamond

B FrontierMath Tier 1-3
B MATH Level 5

W WeirdML V2

M FrontierMath Tier 4
B SWE-bench Verified

Page 5/41



- . On Al solution to Erdds problem 1196: The closest analogy | would give
¥ A ‘ﬂ'
Ehe New York Times would be that the main openings in chess were well-studied, but Al discovers a

Google A. I. SyS tem mns GO I d Me da I ggnwvgﬁffg?g line that had been overlooked based on human aesthetics and

- Jared Lichtman,

in International Math Olympiad 41512026

OpenAl said it, too, had built a system that achieved similar

results. L ByCade Melz ’I Boaz Barak @boazbaraktcs - 28m A -
@ Reparting from San Francisco Perhaps the first meaningful human-Al collaboration in math with
e substantial back and forth: GPT-5.4-pro came up with a new proof for one

longstanding problem and then people identified that the proof contains a
new idea that can be used for multiple other problems.

-a Jared Duker Lichtman & @jdlichtman - 11h
Update on Erdds Problem 1196:

LLMS AChleve FE"OWSh Ip- Level Scores on The In joint work, we refined and adapted the proof method from GPT-5.4
2025 Putnam Exam Pro to give proofs of several additional problems. This includes another

60 year old conjecture by Erdés, Sarkozy, and Szemerédi.....

February 26, 2026 | By Jasper Dekoninck, Nikola Jovanovic, Chenhao Sun, Martin Vechev | Discuss on %

PRIMITIVE SETS AND VON MANGOLDT CHAINS:
ERDGOS PROBLEM #1196 AND BEYOND

BORIS ALEXEEV, KEVIN BARRETO, YANYANG LI, JARED DUKER LICHTMAN, LIAM PRICE,
JIBRAN IQBAL SHAH, QUANYU TANG, AND TERENCE TAO

ABSTRACT. A set of integers is primitive if no number in the set divides another. We
introduce a new method for bounding Erdés sums of primitive sets, suggested from output
of GPT-5.4 Pro, based on Markov chains with von Mangoldt weights. The method leads to
a host of applications, yet seems to have been overlooked by the prior literature since Erdds’
seminal 1935 paper.

As applications, we prove two 1966 conjectures of Erdés-Sarkozy-Szemerédi, on primitive
sets of large numbers (#1196) and on divisibility chains (#1217). The method also provides
a short proof of the ErdSs Primitive Set Conjecture (#164), as well as the related claim
that 2 is an “Erdfs-strong” prime. Moreover, the method resolves (a revised form of) the
Banks-Martin conjecture, which has long been viewed as a unifying ‘master theorem’ for
the area.
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Building a C compiler with a team of

paralle Claudes To stress test it, I tasked 16 agents with

writing a Rust-based C compiler, from
scratch, capable of compiling the Linux
/‘)\R kernel. Over nearly 2,000 Claude Code
A sessions and $20,000 in API costs, the
agent team produced a 100,000-line
Publishast Fal:05, 2025 We tasked Opus 4.6 using agent teams to build a C Compiler, and then (mostly) compiler that can build Linux 6.9 on x86,
walked away. Here's what it taught us about the future of autonomous software ARM, and RISC-V.
development.

O\,
SEPZINN
S H X

AsseSSing CIaUde Mythos During our testing, we found that Mythos Preview is capable of

identifying and then exploiting zero-day vulnerabilities in every major

preVieW's cybe rsecu rity operating system and every major web browser when directed by a user

to do so. The vulnerabilities it finds are often subtle or difficult to detect.
ca a bil ities Many of them are ten or twenty years old, with the oldest we have found
p so far being a now-patched 27-year-old bug in OpenBSD—an operating

system known primarily for its security.

April 7, 2026
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Task duration (for humans)
where logistic regression of our data
predicts the Al has a 50% chance of succeeding
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Intelligence revolution

THREE REVOLUTIONS THAT

e Modern Al systems use ~10" learnable DECENTER HUMANITY
parameters, with ~ 10" data points, and
~10* FLOPs

Complicated systems with \}// k
ath

many degrees of freedom,
exhibiting a new kind of

emergence. o e o
Copernican Darwinian Intelligence
revolution revolution revolution
L A major SCientific reVOlUtion, Challenglng We are not at the center We are part of the Intelligence is not
fOI' th e 3rd ti m e in h u ma n h iStO ry OU r p lace of the cosmos bJolong;‘:Ih;jevoluhom unique to us

in the universe
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Big Questions (:l

Al Science

e How do we use Al to accelerate Science? ﬁ U

Can Al perform autonomous discovery?

e Science of Al

How and why do they work?

What are their limitations?

How much further can they go?

What does this tell us about intelligence more broadly?
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Science of Al

e To what extent can we quantify “what” is being learned?
Information / entropy are not adequate concepts

e Is there a minimal amount of computation needed to learn a certain amount?

e Confront curse of dimensionality
Data has structure: hierarchical, compositional. How to quantify it?

e Interpretability: can we identify the representations and circuits responsible for capabilities?

e What are good models of data that help explain sample complexity, scaling laws,
capability on downstream tasks?

e Fundamental limits on knowledge capacity / retrieval? 2-5 bits of information / parameter?

e How should we take a "‘thermodynamic limit” while maintaining optimal learning ability?
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Science of Al

Current LLM paradigm:

Pretraining — Supervised Fine-tuning — Reinforcement Learning — Agentic harness/scaffold

e What are the limits on auto-regressive next token prediction followed by model-free RL?

e To what extent can model learn “"'new knowledge” through reinforcement learning?

How do these different stages interact with each other?

e What exactly is reasoning? Can we have a mathematical model?
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|.  On the origin of neural scaling laws

MB, Alberto Alfarano, Andrey Gromov, arXiv:2601.10684, ICML 2026 (Spotlight)
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Science of Al

To make progress, we need to apply physics perspective / methodology:

e |solate key questions
e Design careful, systematic experiments to isolate key empirical phenomena
e Study toy models

- synthetic models of data

- simplified architectures

This talk: purely empirical
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Neural scaling laws

Test Loss

L= [Crijnf2:3 ~108) 9030

2 T T T T
1072 107 1o 19 1o+

Compute
PF-days, non-embedding

10

4.2

3.9

3.6

3.3

3.0

2

Hestness et. al. 2017, Kaplan et. al. 2020

— L= (D/5.4 g 1013)—0.095

108 109
Dataset Size
tokens

5.6
4.8

4.0

3.2

2.4

—— L=(N/8.8:1013)70076

105 107 10°
Parameters
non-embedding

e Test loss decreases as power law in compute C, dataset size D, parameters N

e Play a major role in modern Al research and development
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Motivating questions:

What is the origin of neural scaling laws?

What controls the parameters?

Why are exponents so small?
How big can they get?
Do they tell us anything deeper?

Can we tune complexity of dataset and model (e.g. hierarchical and compositional structure,
structure of correlations) and see how the exponents change?
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Test loss vs. parameters

Language Modeling
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Image Modeling
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1.  One-dimensional scaling laws

L(N)D =FEp+ApN— 4P

L(D)y = Exy + ByD 7P~

Caution: ignoring irreducible loss can significantly underestimate scaling exponents
NOT a straight line on log-log plot

Mean loss scaling

—_— N—U.083

W wwwwhdohb
O N B OO ON
1 1 1 L1 11

MSE ~
284 22x10°
2.6 -—r——rr——
108 10°
Non-embedding parameters

Michaud, Liu, Girit, Tegmark 2023

Test cross-entropy (bits)
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Test loss
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Non-Embedding parameters
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Test Loss
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Language Modeling
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Parameters

Henighan et. al. 2020
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Optimal parameter and token counts

[ Nopt(C) = argminy L(N,C/6N) ~ C* } [ D,y (C) = argmin, L(C/6D, D) ~ C®

1T 15T
1012
100B 578 o
El ’ > 101 ‘;’:‘,’I
g 10B ."::.,-'" g #-
5 1.0B f‘f E e /
..f/ Pl
100M ,;/ 10°
10‘;? 1019 1021 1023 1025 101? 10]9 1021 1023 1025
FLOPs FLOPs
{ Nopt ~ CO -0 opt ~ CO B } Hoffman et. al. 2022
Optimal Tokens per parameter = constant “*Chinchilla optimal” TPP = 20
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Language scaling laws (2 layer transformer, context length 100)
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Model parameters, N (embedding)
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Neural scaling laws

Test Loss

L=Cripf2:3 ~108) 94030

2 T T T T
102 17 10 1W° 10+

Compute
PF-days, non-embedding

10

4.2

3.9

3.6

3.3

3.0

2.

Hestness et. al. 2017, Kaplan et. al. 2020

—_— L= (D/5.4 . 1013)—0.095

108 109
Dataset Size
tokens

5.6
4.8

4.0

3.2

2.4

—— L=(N/8.8:1013)70076

105 107 10°
Parameters
non-embedding

e Test loss decreases as power law in compute C, dataset size D, parameters N

e Play a major role in modern Al research and development
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-1 ~ = data
10 -~ —— fit: y=0.1*x"-1.00

Origin of scaling laws? What controls parameters? i

10-%

1. Power-law structure in the data — power laws in the loss

10-%

e Linear regression with nonlinear features -
Zipf's law
Bahri-Dyer-Lee-Kaplan-Sharma 2021 10 p(r) ~1/r
Maloney-Roberts-Sully 2023
Lin-Lu-Bartlett-Kakade-Lee 2024 = = = e =
Paqguette-Paquette-Xiao-Pennington 2024
Bordelon-Atanasov-Pehlevan 2024 CIFAR-10 Spectrum (N, = 3072)
\\ D
102 - ) e 1 = =T
;"‘"h.._‘ - 5 Z .7)@.731
e Large number of discrete tasks, with Lo ] " f=1

power-law weighting

< 10P

Michaud-Liu-Girit-Tegmark 2023

-1 ]
18 T=100

T=200
T=400
T=500

1072

T * = % #

10° 10! 102
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Synthetic data sets from random walks on graphs

Graphs, hypergraphs, hierarchical graphs provide models of
language, games, math.
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Graphs and language

e n-gram language model: p(Tit1|T<t) = p(Tts1|Tt,++ , Ti—n)

Bigram (n=2) model = graph with directed weighted edges.
Vertices «<—— Vocabulary (size 10* - 10°)

Generating from bigram model = sampling random walk on
the weighted graph

e Walk on a graph = walk in space of concepts (“chain of thought”)
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Random walks on Erdos-Renyi graphs

e ER random ensemble of graphs. n nodes
- Adjacency matrix A(i,j) = 1 with probability p,

0 with prob 1-p
- Degree distribution of nodes is tightly concentrated

around k = p (n-1)

Auv
deg(v)

Transition probability p(ulv) =

- Spectrum of adjacency matrix obeys
semicircle law

Pirsa: 26050047

Degree distribution: 8192 Node Erdos-Renyi graph

800 1

200 A

0 5 10 15 20 25
Degree

Rescaled bulk eigenvalues vs. semicircle

0.10 1

0.05 1

0.00 -
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Transformers and autoregressive modeling

5w om B p; *= pg(zi|z<;) Probability distribution over vocabulary

. 1
Auto-regressive loss:  L(6) =——§ E logpa(mgs)Iﬂf(Sf)
Softmax J D s i€s )

| De-embedding |

e Minimize loss using stochastic adaptive gradient methods

| | | [ - with weight decay (AdamW)
MLP [MLP] [MLP’ ‘MLF’J
| | l - Repeat e Inlanguage modeling, during optimization usually do ~1
n_times epoch of training (one pass through data).

[ Causal

Multi-headed attention |
| | | | e Number of optimization steps S=D /B

: B = batch size
I Embedding I
I I I I
X, X, X, X, e learning rate schedule = =
150 |J = s
Linear warmup ol | e
L Cosine deca o] | )
+ Normalization layers and d ol "

residual connections - - - - e
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Test loss

Scaling laws for ER graph with 8k nodes, 50k edges

2.64 x 10°

2.635 x 10°

2.63 x10°

2.625 x 10°

2.62 x 10°

2.615 x 10°

2.61 x 10°

L(N)p = Ep+ Ap/N®"

Model parameters, N (embedding)

D=27,285,504

E: 2.63[2.63, 2.63],

A: 1.45e3 [8.80e2, 2.26e3],

a: 0.84 [0.80, 0.87]
D=40,928,256

2.62 (262, 2.62),

E
A
a: 1.06 [0.96, 1.23]
D=54,571,008

2.62[2.62, 2.62],

0.92 [0.89, 0.96]
=81,856,512

E:
A: 3.04e3 [1.89e3, 5.12e3],
a:
D

E: 2.62 (2,62, 2.62],

A: 2.32ed [5.22e3, 1.00e5],

a: 1.08 [0.99, 1.21]
D=109,142,016

E: 2.62 (2,62, 2.62],

A: 7.21e3 [1.44e3, 3.91e4d],

a: 1.01(0.91, 1.15]
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. 2.47e4 [4.31e3, 1.42e5],

D=163,713,024

E: 2.61 [2.61, 2.61],

A: 2.05e3[7.83e2, 6.76e3],

a: 0.93 [0.86, 1.02]
D=218,284,032

E: 2.61[2.61, 2.61],

A: 7.34e3 [2.36e3, 2.68e4),

a: 1.02 [0.95, 1.13]
D=327,426,048

E: 2.61 [2.61, 2.61],

A: 131ed [3.11e3, 6.42e4],

a:1.07 [0.98, 1.20]
D=436,568,064

E: 2,61 [2.61, 2.61],

A: 454e3 [8 66e2, 3.00ed],

a: 1.00[0.89, 1.16]
D=654,852,096

E: 2,61 [2.61, 2.61],

A: 8.48e?2 [2.40e2, 3.58e3],

a: 0.88 [0.81, 1.00]

o

D=873,136,128

E: 2.61 [2.61, 2.61],

~ A 3.35e3[7.00e2, 2.18e4],

a: 0.99 [0.89, 1.14]
D=1,309,704,192

E: 2.61 [2.61, 2.61],
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a: 1.01 [0.89, 1.18]
D=1,746,272,256

E: 2.61 [2.61, 2.61],

A: 4.84e3[5.17e2, 4.91ed],

a: 1.02 [0.89, 1.22]
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E: 2.61 [2.61, 2.61],

A 6.30e4 [1.09e3, 4 09e6],

a: 1.21 [0.97, 1.57]
D=3,492,544,512

E: 2,61 [2.61, 2.61],

A: 8.52e5 [1.99e3, 5.46e8],

a: 1.39 [1.03, 1.94]

2.64 x 10°

2.635 x 10°

2.63x107

2.625 x 10°

2.62 x 10°

2.615 x 10°

2.61 x 10°

Token number, D

® N=1442304 ® N=b6,686,208

___ E:261[261,261], .

B: 131led [7.04e3, 2.94e4],
B:0.76[0.72, 0.81]

® N=2458368

E: 2.61[2.61, 2.61],
B: 1.10e4 [5.76e3, 2.69e4],
B: 0.76 [0.72, 0.81]

® N=10,487,808

E: 2.61(2.61, 2.61],
B: 7.43e3 [3.42e3, 1.94e4],
B: 0.74 (0.70, 0.80]

N=20.450,304

E: 2.61[2.61,2.61],
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B: 0.76(0.71, 0.83]
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B: 0.73[0.70, 0.77]
N=69,212,160

E: 2.61 [2.61, 2.61],
B: 8.49e3[5.18e3, 1 67e4],
B: 0.75[0.72, 0.79]

N=117,448,704

E: 2.61[2.61, 2.61).
B: 8.05e3[4.45e3, 1.77e4],
B:0.75 [0.71, 0.79]
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Compute optimal curves (Erdds-Renyi graph, 8k nodes 50k edges)

2635%10°{ o Fit: Loy = E + B/CY
5 . E:261[261,261]
" \ B: 2.50e5 [1.97e5, 2.96e5], :
263 %107 \ Y: 0.49 [0.48, 0.49] g Ix10
AY
1 o
Ay
2.625x 10° ' o
-~ \\ g I 109 ]
& - \ E U] S
~ 262x10° \._‘ = 2x10 [a)
3 z
2615 x 10° \ 2731
“
261x10° i S8
.ﬁ.""‘"*m.--..-.w
101 10 10V 108 10%° 1016 10%7 10'° 1016 10Y7
Compute Compute Compute
. ~ ~ ~
c.f. language: v~ 025 a~0.>5, b=0.5

Example of scaling laws without power laws in the input distribution,
no data manifold
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Tuning the distribution

e Biased random walk. Weight matrix Wy,
Transition probability p(u|v) = Wes! D o Waiw

Pr(Wy, = k) o< k=%, for k € [kmin, Fmax]

k=1 — P(ulv) = Pye ") bigram distribution is log-linear

ER graph, 50K nodes, 2M edges

6x10° L 6 x 10" "
~
. \ By ~ 0.51 —0.99
[ \\\
L) ! LS
L} \‘ “\‘
aQ 5
2 : B e
o5x10°{ o 5 x 10° ST o
T . - N ...
2 e S N e el
s : NN
N Sk e T el -,
..\ ‘«E'-} e ~e_ - S
. % SR g g S B 1
“‘EEE-‘::‘:‘:;:":.‘_‘O'--- '--..___.____.___
s LT Yy ;;:-'i’-‘: Byt phet, Lo A
108 10°
Model parameters, N (embedding) Token number, D
p g
Page 30/41
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Test loss

Scaling laws for ER graph with 8k nodes, 50k edges

2.64 x 10°

2.635 x 10°

2.63x10°

2.625 x 10°

2.62 x 10°

2.615 x 10°

2.61x 10°

L(N)p =Ep+ Ap/N®"

Model parameters, N (embedding)

D=27,285,504

E: 2.63[2.63, 2.63],

A: 1.45e3 [8.80e2, 2.26e3],

a: 0.84 [0.80, 0.87]
D=40,928,256

E: 2.62 (2,62, 2.62],

A: 2.47ed [4.31e3, 1.42e5),

a: 1.06 [0.96, 1.23]
D=54,571,008

2.62[2.62, 2.62],

0.92 [0.89, 0.96]
=81,856,512

E:
A: 3.04e3 [1.89e3, 5.12e3],
a:
D

E: 2.62 (2,62, 2.62],

A: 2.32e4 [5.22e3, 1.00e5],

a: 1.08 [0.99, 1.21]
D=109,142,016

E: 2.62 (262, 2.62],

A: 7.21e3 [1.44e3, 3.91e4].

a: 1.01(0.91, 1.15]
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D=163,713,024

E: 2.61 [2.61, 2.61],

A: 2.05e3[7.83e2, 6.76e3],

a: 0.93 [0.86, 1.02]
D=218,284,032

E: 2.61 [2.61, 2.61],

A: 7.34e3 [2.36e3, 2.68e4),

a: 1.02 [0.95, 1.13]
D=327,426,048

E: 2.61 [2.61, 261],

A: 13led [3.11e3, 6.42e4],

a:1.07 [0.98, 1.20]
D=436,568.064

E: 2,61 [2.61, 2.61],

A: 4.54e3 [8.66e2, 3.00e4],

a: 1.00 [0.89, 1.16]
D=654,852,096

E: 2,61 [2.61, 2.61],

A: 8.48e2 [2.40e2, 3.58e3],

a: 0.88 [0.81, 1.00]

D=873,136,128

E: 2.61 [2.61, 2.61],

~ A 3.35e3[7.00e2, 2.18e4],

a: 0.99 [0.89, 1.14]
D=1,309,704,192

E: 2.61 [2.61, 2.61],

A: 3.94e3 [4.B0e2, 3.04e4],

a: 1.01 [0.89, 1.18]
D=1,746,272,256

E: 2.61 [2.61, 2.61],

A: 4.84e3[5.17e2, 4.91ed],

a: 1.02 [0.89, 1.22]
D=2,619.408,384

E: 2.61 [2.61, 2.61],

A 6.30e4 [1.09e3, 4 09e6],

a: 1.21 [0.97, 1.57]
D=3,492,544,512

E: 2.61 [2.61, 2.61],

A: 8.52e5 [1.99e3. 5.46e8],

a: 1.39 [1.03, 1.94]

2.64 x 10°

2.635 x 10°

2.63x107

2.625 x 10°

2.62 x 10°

2.615 x 10°

2.61 x10°

N=1,442,304

E: 2.61[2.61, 2.61],

B: 131led [7.04e3, 2.94e4],

B:0.76[0.72, 0.81]
N=2,458,368

E: 2.61[2.61, 2.61],

B: 1.25e4 [5.04e3, 3.71e4],

B:0.76[0.71, 0.83)
N=3,671.040

E: 2.61[2.61, 2.61].

B: 140ed [6.43e3, 4.07e4],

B:0.77[0.73, 0.83]

Token number, D

® N=b6,686,208

E: 261261, 261],
T77 B: 1.10e4[5.76e3, 2.69e4],
B: 0.76 [0.72, 0.81]

® N=10,487,808

E: 2.61(2.61, 2.61],
B: 7.43e3 [3.42e3, 1.94e4],
B: 0.74 (0.70, 0.80]

® N=20.450.304

E: 2.61 (2,61, 2.61],
B: 593e3[3.26e3, 1.31ed],
B: 0.7310.69, 0.77]

Bp ~0.73 —0.77
any ~ 0.84 —1.39

N=33,558,528

E: 261 [2.61, 2.61],

" B: 6.59e3 [4.04e3, 1.35e4],

B: 0.73 [0.70, 0.77]
N=69,212,160

E: 2.61 [2.61, 2.61],
B: 8.49e3[5.18e3, 1 67e4],
B: 0.75[0.72, 0.79]

N=117,448,704

E: 2.61[2.61, 2.61],
B: 8.05e3[4.45e3, 1.77e4],
B:0.75 [0.71, 0.79]
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1 i e R ¢
Q 0.75 A Language T1|_. ............... Bigram .
S o504 0000 . EE Entropy approximated
[ SR ToL by irreducible loss
s for largest model size
0.00 1 1 1 I 1
3.0 3.5 4.0 4.5 5.0 5.5 6.0
1.00 -
75 1
>0
Q. 050 ®Wrereennnn.... !i ................................. @
0.25 -
0.00 I I 1 1 I
3.0 3.5 4.0 4.5 5.0 5.5 6.0
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Part Il. Low temperature effects for path finding

pI/T($i|$<i)
VA

PT($i|$<i) =
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Learning prompted unbiased random walks on Erdos-Renyi graphs

Training sequences: fBOS> START END <A>} START 2 5 9 8 0 .. END <EOS>

Y

Prompt

Example: <B@S> 6 10 <A> & 2 5 9 & O . 10 <EQS>

Training set consists of many paths with uniformly random length between 2 and 50

At test time: <BOS> START END <A> ..
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Learning prompted unbiased random walks on Erdos-Renyi graphs

Training sequences: <BOS> START END <A> START 2 5 9 8 0 .

~

To achieve low loss, model needs to learn:

Pirsa: 26050047

To start at the start node
End at the end node
Produce EOS token when finished

Follow valid edges of the graph

Sample nodes and edges from correct distribution

. BEND =<EOS>
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Accuracy is temperature dependent T

1.0 1

0.8 1

e Accuracy determined by whether
edges produced by model are valid,
and model correctly finds a path
from START to END

— 1d_128_2_1250
1d_128_2_2500
d_128_2 5000
_128_2_10000

0.6

~— d_128_2_20000
— id_128_2_40000

0.4 4 — 14.128_2 80000

0.2 4

e Accuracy peaks at non-zero temperature!
Non-monotonic temperature behavior

0.0 1

0.0 0.2 0.4 0.6 0.8 10 12 14
Temperature

C.f. it is sometimes recommended to sample
models at T ~ 0.6-0.7 for solving math problems
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Accuracy is temperature dependent

e As model size increases, it is increasingly able
to maintain accuracy down to zero temperature

avg_accuracy

0o 0.2 0.4 0.6 o8 10 12 14

Temperature
avg_accuracy

avg_accuracy
10
08
06
04
02
0.0
0.0 02 04 06 08 10 12 14 0.0 02 04 GII.GT o8 10 12 14
Temperature emperature
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o8

06

04

02

oo

avg_accuracy

— 051221050
512272500
512 2 5000

2 10000

220000

— w5122 40000

— 4512 2 80000

0o 0.2 o4 a6 o8 10 12 14
Temperature

avg_accuracy

0.0 02 04 a6 08 10 12 14

Temperature

o 4096 2 1250
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Loss is temperature dependent and is smallest around T ~ 0.7 - 0.8 at low sample
Complexity. Moves to T ~ 1.0 at extremely high sample complexity

loss loss
6x10°
5x 100
— id_2048 2 625
— i 2048 2 10 id_2048_2 1250
id 2048 2 20 id_2048_2_2500
id_2048 2 39 id_2048 _2_5000
10! id 2048 2 78 —— id_2048_2_10000
— i1 2048 2 156 4x10° — id_2048_2_20000
— 12048 2 312 — d_2048_2 40000
3x10°
—
. ; . - : : = 0.0 0.2 0.4 0.6 0.8 1.0 1.2 14
0.0 0.2 0.4 0.6 0.8 1.0 1.2 1.4 Temperature
Temperature
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